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With the growing popularity of smart wrist-worn devices, their small touchscreen size fundamentally limits the expressiveness
of user input. Although various interaction methods have been proposed to extend input capabilities, few provide a seamless
transition from traditional touchscreens and touchpads. To address this challenge, we present EpiPad, which for the first
time enables multi-finger and force-sensitive input for smartwatches through mmWave-enabled on-skin touch interfaces.
Leveraging a compact wrist-mounted mmWave array, EpiPad transforms the forearm’s skin surface into an extended input
area that preserves familiar gestures such as tapping and sliding, while enriching them with multi-finger and force interactions
common in commodity touchpads. To achieve stable force estimation, we develop a novel signal extraction method based
on mmWave phase dynamics and implement a recognition pipeline composed of lightweight machine learning models.
Experiments with 20 users show that, after a short one-time calibration of 3 minutes 54 seconds, EpiPad achieves a gesture
recognition accuracy of 92.8%, force detection accuracy of 90.2%, and ranging precision of 10.2 mm on unseen users. A
real-time evaluation validates the system’s reliability for real-world deployment, and a follow-up survey further confirms
that EpiPad offers a low learning cost, rich gesture diversity, and an input experience closely aligned with traditional touch
interfaces.

CCS Concepts: « Human-centered computing — Ubiquitous and mobile computing systems and tools; Mobile devices;
Interaction devices.

Additional Key Words and Phrases: mmWave Sensing, Smartwatch, On-skin Input, Touch Force Estimation

ACM Reference Format:

Yuliang Fu, Rakshita Ranganath, Huining Li, and Chenhan Xu. 2026. EpiPad: Enabling Multi-Finger and Force-Sensitive Skin
Interface for Smartwatches. Proc. ACM Interact. Mob. Wearable Ubiquitous Technol. 10, 2, Article 35 (June 2026), 35 pages.
https://doi.org/10.1145/3810191

1 INTRODUCTION

As compact and lightweight wearable devices, smartwatches and other wrist-worn devices provide a ubiquitous
and easily accessible interface for user interaction, and have gained huge popularity nowadays. However,
with more and more functions and applications being integrated into smartwatches, one limitation becomes
increasingly apparent: the size of the touchscreen is too small to allow the recognition of complex input commands
(e.g., multi-finger input) required by these applications, which have already been supported by other common
devices in daily life, such as smartphones and touchpads. This characteristic leads to a significant reduction
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Fig. 1. EpiPad enables a similar input experience with large touchscreens and touchpads.

in user interactions as well as functionalities supported in smartwatch apps compared to their corresponding
counterparts on smartphones [12].

The pressing need to bring more types of input for smartwatches has motivated researchers to develop off-
screen interfaces using wrist-worn sensors. Among them, some researchers aim to transfer the input interface
from a common touchscreen to other surfaces in the surrounding environment. Recent work achieved this with
a multi-modality sensing method and succeeded in telling finger tapping positions from wrist vibrations [80].
However, the system requires external objects to generate detectable vibration upon tapping and to serve as
a positional reference. This constrains the system’s mobility to indoor environments, and weakens one of the
dominating advantages of smart wrist-worn devices [59]. Moreover, with smartwatches commonly worn on
the non-dominant hand [16], typing solely with the hand wearing them inevitably reduces user comfort and
convenience.

Alternatively, an accessible interface to perform input commands is the user skin. With touching and sliding
being the simplest and most universal inputs for touchscreens, previous works have focused on the on-skin
detection of these activities to enrich the input for wrist-worn devices. Fingers on the hand come with 14 knuckles
as natural landmarks, and provide inherent distinctions for finger tapping [7, 11, 27]. Meanwhile, the complex
anatomy of the palm also provides clues to locate contact activities [10, 11, 84]. These works took important steps
to build on-skin interfaces with an elevated user experience. However, the reliance on body landmarks limits the
input locations to discrete predefined positions. Additionally, some research focuses on finger tracking on the
forearm, providing an expanded interface with continuous positional input with one-dimensional infrared sensors
[73] and electrical wave [90]. While these sensing methods are elegant solutions for simple one-finger tasks,
they are not precise enough to handle interference brought by multi-finger contacts. As a result, while existing
on-skin and wrist-based interfaces effectively expand single-finger input space, they remain limited in supporting
complex, high-degree-of-freedom gestures such as screen rotation, zooming, and deep menu navigation, which
are essential for intuitive mobile interactions [19]. Overall, there is still a significant misalignment between the
operation experience on smartwatches and on other touch-based interfaces.

To bridge this gap, we present EpiPad, which is the first to enable multi-finger and force-sensitive input
for smartwatches through mmWave-enabled on-skin touch interfaces. EpiPad employs a compact Single-Input
Multiple-Output (SIMO) mmWave transceiver array that can be integrated along the side of a smartwatch or
wristband. As shown in Fig. 1, by effectively turning the forearm into a full-function touchpad, EpiPad enables
users to seamlessly transfer familiar interaction habits from large touchscreens and touchpads to wrist-worn
devices, thereby extending input expressiveness without compromising usability.
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The main challenges in realizing this system arise from two aspects. First, touch force estimation is difficult
due to the subtle and continuous nature of skin deformation. Because minor skin deformation serves as the most
consistent indicator of touch force, we utilize the mmWave phase signal, which offers sub-millimeter sensitivity,
to infer force levels. However, in a practical input process, the arrival of fingers brings an irrelevant phase change
consistent with the following skin deformations. This makes the clues directly associated with touch force mixed
up with other processes in the phase values, bringing significant difficulty for separation. To overcome this, we
conduct a detailed analysis of phase dynamics during touch and propose a novel feature extraction method that
captures force-related patterns from the often-overlooked holding phase. Second, cross-user variability, including
differences in multi-finger input habits and heavy-touch thresholds, limits the generalization of deep learning
approaches. To address this, we design an input recognition pipeline that combines lightweight deep-learning
models with data augmentation. Specifically, we introduce data processing approaches to remove user-dependent
features and synthetic data generation strategies to diversify training samples and reduce bias toward specific
users. The network is pre-trained on a cross-user dataset to learn invariant representations across skin properties
and interaction styles, and subsequently fine-tuned with a small amount of user-specific data. This two-stage
adaptation enables rapid personalization and maintains generalization. As a result, EpiPad can achieve stable
performance on a new user after a one-time calibration of less than four minutes.

We built our prototype with a specially designed positioning of antennas, introducing an elevation and
depression angle to better perceive on-skin activities. The system provides a 15 X 4 cm input area of 60 square
centimeters on the forearm. Our input recognition task is broken down into three parts: force-decoupled gesture
recognition, touch force level detection, and on-skin finger tracking. For system evaluation, we conducted
experiments on 20 participants and conducted a user survey thereafter. Results show that with our proposed
one-time calibration process, our system reaches a high accuracy on all three tasks above for unseen users. User
feedback also recognizes our system as an intuitive input method with low learning cost.

Our contribution can be summarized as follows:

e For the first time, we enabled multi-finger and force-sensitive input for smartwatches through mmWave-
enabled on-skin touch interfaces. With a compact wrist-worn mmWave sensor array, the system transfers
prevalent input commands on large touch devices to a compact smartwatch, thereby providing users with
a consistent input experience with other touch-enabled smart devices.

e We build an input recognition pipeline to sense different dimensions of user input. A novel signal processing
method is deployed to extract force-related patterns from mmWave phase signals, and lightweight models
are built to make the system adapt easily to new users.

e We evaluate our proposed system with a comprehensive study on 20 participants. Results show that our
system has a superior performance for input recognition, with an accuracy of 92.8%, 90.2%, and 10.2 mm for
gesture recognition, force detection, and finger tracking, respectively. A follow-up survey further confirms
that our system provides both diversified input commands and low learning cost.

2 mmWAVE PRELIMINARIES
2.1 Object Ranging

Our system is built with mmWave sensors, which emit linear Frequency-Modulated Continuous-Wave (FMCW)
signals, as shown in Fig. 2. The property of the FMCW signal allows it to achieve a large product of time and
bandwidth, and further ensures both a high signal-to-noise ratio (SNR) and an accurate range resolution [41]. A
single sweep in the frequency domain is called a chirp. For an object at a distance R, the transmitted chirp will
be reflected by the object and travel back to the receiver in 7 = 2R/c, where c is the speed of light. The receiver
mixes the transmitted signal and the reflected signal, resulting in an intermediate frequency (IF) signal being
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sampled, represented by:

SIF(t) — AIFej(ZnSrHZ;rfor)’ (1)
where Ajp is the amplitude of the IF signal, f; is the starting frequency of the chirp, and S = B/T, is the slope of
the chirp, which equals the quotient of its bandwidth B and duration T,. From the equation above, we can derive
the frequency and phase of the IF signal

2RB 4nR
_, =2 = —, 2
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where A = ¢/fy is the wavelength of the chirp at the starting frequency. With a discrete Fourier transform
(DFT) performed, the frequency and phase of the IF signal can be revealed, and the distance of the target can be
calculated as R = cfir/2S. The range resolution is further limited by the bandwidth of the radar, represented by:
c
Rres - ﬁ (3)
Although the frequency of the IF signal plays a vital role in object detection, the phase signal is commonly
omitted in traditional radar applications. The primary reason lies in the problem of phase wrapping. With the
complex signal being periodic, the phase signal “wraps around” every half wavelength, corresponding to a phase
change of 27. Therefore, the calculated phase value does not provide an unambiguous indication of the object
position. However, the short wavelength of mmWave radar makes the phase signal sensitive to position shifts at
millimeter or sub-millimeter level. This is significantly smaller than the range resolution derived from the IF
frequency, which typically varies from centimeter to meter level. This feature makes the relative change of phase
capable of sensing minor deformations. Such a sensitivity to minor deformations makes it possible for the phase
signal to capture subtle movements, including the vibration of the skin under touch force, which is exactly what
our system needs to monitor.

f]FZSTZ

2.2 Angle-of-arrival Calculation

The ranging method above allows us to estimate the distance of an object. However, with only one pair of
antennas, angular positions cannot be reflected in the received signal. To calculate an object’s angle-of-arrival
(AoA), a receiving antenna array is required. As illustrated in Fig. 3, with two receivers placed with a spacing d,
an object appearing at azimuth 6 will have a difference in its signal propagation path towards the two receivers.
With Eq. 2, we can calculate the AoA of the signal using the phase difference between the two antennas as:

/1(¢Rx1 - ¢Rx2)

2rd ’
where ¢ry1 and ¢ry, represent the phase values collected by the two mmWave receivers, respectively. Such a
method for AoA calculation allows us to know not only the object’s distance from the sensor, but also its azimuth
towards the sensor array. Moreover, with another receiver array expanding in orthogonal directions, the radar
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Fig. 2. FMCW chirps over time. Fig. 3. Multiple mmWave receivers for AoA sensing.
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Single-finger Gestures Double-finger Synchronous Gestures

Single Finger Gentle Single Finger Heavy Double Finger Gentle Double Finger Heavy

Zoom In Zoom Out Rotate CW Rotate CCW
Double-finger Asynchronous Gestures

Fig. 4. Gesture set for EpiPad derived from commodity touchpads.

will be able to calculate both the azimuth and the elevation, forming a complete spherical coordinate of an object.
Therefore, it is feasible for an mmWave sensor with multiple receiving antennas to perform 2-D ranging on a
plane, or even 3-D ranging in space.

3 INTERACTIVE SYSTEM DESIGN
3.1 Design Considerations and Gesture Set

In developing our system, we prioritize three key design goals: enabling a diverse set of input gestures, providing
users with high freedom of expression, and ensuring high prior familiarity to minimize learning effort. To achieve
these objectives, we build our gesture set from the well-established interaction vocabulary of touchpads and
smartphone interfaces, where tapping and sliding gestures are already deeply embedded in users’ daily experience.
Based on these basic single-finger gestures, we further enrich the gesture set by incorporating multi-finger inputs
and force-based touch interactions, which have also gained high popularity among modern commodity touchpads.
The inclusion of these dimensions allows for greater expressiveness and control while maintaining an intuitive
user experience, thereby facilitating seamless adoption of the proposed on-skin interaction approach.

According to the input semantics as well as the fingers’ moving patterns, we divide double-finger input gestures
into two categories: synchronous gestures and asynchronous gestures. Synchronous gestures, where the fingers
involved perform identical movements, are commonly seen in tapping and sliding inputs. These gestures share
similar use cases with traditional single-finger inputs, with the location of finger(s) combined to form a complete
input command. Asynchronous gestures, where the fingers perform distinct movements individually, include the
gestures of rotation clockwise (CW), rotation counterclockwise (CCW), zoom in, and zoom out. These gestures,
in contrast, convey a complete input command once performed. In our gesture design, force touch is integrated
specifically into single-finger and synchronous gestures, but not into asynchronous interactions. This decision is
grounded in both ergonomic and functional considerations. Synchronous gestures are primarily simple linear or
discrete actions, where additional force is easy to perform and naturally serves as an extra dimension to convey
emphasis or mode switching. In contrast, asynchronous gestures hold fixed meanings that are hard to extend.
With these gestures inherently involving complex finger coordination, introducing force variation would only
increase cognitive and motor load. Therefore, limiting force touch from asynchronous gestures strikes a balance
between interaction richness and intuitive usability.
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To make the input activities detectable for sensors from the watch dial, two surfaces adjacent to the wrist: the
back of the forearm and the back of the palm, become possible candidates for our system. Between them, we
consider the back of the forearm as a more ideal contact surface for two reasons. On the one hand, the forearm
provides a significantly larger area than the palm, facilitating accurate performance of multi-finger gestures.
On the other hand, a thicker layer of subcutaneous tissue and muscle brings a more comfortable experience for
heavy pressing activities. Based on these analyses, we propose our gesture set illustrated in Fig. 4.

3.2 System Overview

With the considerations above, we design a wrist-worn system to sense touch-based activities on the back of the
forearm. The system integrates a compact mmWave sensing unit, a signal processing pipeline, and a machine
learning-based gesture recognition framework. The mmWave module emits FMCW chirps and receives reflected
signals that encode subtle surface deformations and finger movements. The collected raw data are converted into
amplitude and phase representations, which are then processed to reveal features reflecting contact location and
gesture types. These features are then fed into neural network models to recognize user input.

Our input recognition is implemented with a logic shown in Fig. 5. The system is in an idle state by default
when being powered up. The detection of asynchronous is first performed due to their independent semantics.
If no asynchronous gestures are identified, the signals are then examined for single-finger and synchronous
gestures. If no touching activities are detected, the system holds an idle state and starts the next detection loop.
Otherwise, if a touch with either a single or double finger is recognized, the detection of force will be triggered,
and the number of fingers and force level are combined as the input command. With the touch remaining, the
tracking of fingers is continuously performed, updating the positional input from the user. Simultaneously, the
synchronous detection module is also active, and when a finger removal is detected, the finger tracking will be
stopped, marking the end of a single-finger or synchronous input command.

To ensure a reliable input performance on all effective ranges for different users, we rely on our insights in
both the hardware layout and the recognition algorithms, with relevant considerations further discussed in the
following two sections.

; i
mmWave DFT Ampl!tude | |Asynchronous No Finger |[Yes Force Level Finger Flnger Yes
Input 1 Gesture? Pressing? H Detection Tracklng Removal?
Phase | . i
1

~ -

Rotate CW/CCW Single/Double Finger Real—time positions
Zoom In/Out Gentle/Heavy

_______________________________________________________________________

Fig. 5. EpiPad input recognition logic.

4 HARDWARE PROTOTYPING
4.1 Sensor Configurations

We implement a sensor system based on an Infineon BGT60TR13C chip, which features a 1-Tx 3-Rx setup [1].
With 3 receiving antennas forming an L shape, as shown in Fig. 6, the received signal contains diverse information
from the azimuth and elevation directions. For our short-range sensing task, we utilize the full frequency band
from 58 to 63.5 GHz, achieving an utmost range resolution of 2.73 cm. The FMCW chirps are sent with an interval
of 1 ms, resulting in a 1 kHz slow-time sample rate.
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_ Main lobe w/
depression angle

____ Main lobe w/o
depression angle

Fig. 6. Sensor transceiver layout (dimensions in mm). Fig. 7. Geometric diagram for sensor placement.

4.2 Transceiver Positioning

mmWave sensors rely on the change in wave propagation length to sense the displacement of objects. With
the vertical deformation of skin being the critical marker for on-skin touch force, the radar will achieve its
best performance of touch force estimation when the wave’s propagation path is parallel to the direction of
deformation, i.e., having a top-down view of the arm. However, such a requirement is impossible to satisfy, given
that smartwatches are usually worn on the wrist and are close to the skin. In this setup, a significant challenge
exists: with pressing activities bringing a minor vertical deformation on the skin, the response of mmWave signals
will have minimal changes when the wave’s direction of propagation is orthogonal to the direction of movement.

To address this problem, the angle between the signal propagation path and the skin surface needs to be
increased. We achieve this by elevating the sensor array from the skin surface, as shown in Fig. 7. In this layout,
the response of the phase signal to a vertical deformation is expressed as

2 Ay

Ao iy

where A¢ is the change of phase signal, A is the mmWave’s wavelength, Ay is the vertical displacement, A is the
height of antennas above the skin, and d is the horizontal distance between the place of deformation and the
antennas. The equation shows that for any vertical deformation on the skin, a higher position of the transceiver
array will always increase the response of phase signals. Therefore, we expect our system to be placed near the
top of a smart wrist-worn device. Referring to the dimensions of the Apple Watch Ultra 2!, which has a thickness
of 14.4 mm, we place our system with the sensor array 14 mm above the skin.

The introduction of a vertical elevation, however, raises another problem. Although the transmitted wave
from the sensor propagates in the form of a spherical wave, a typical mmWave antenna does not radiate energy
uniformly in all directions; instead, its radiation pattern resembles a lobe-shaped distribution, with maximum
gain along the boresight direction and gradually decreasing gain as the angle deviates from the center. As per our
schematics, when the sensor views from a slightly elevated view from the side, the skin surface extends across a
wide angular range relative to the antenna. As a result, regions aligned with the antenna’s main lobe are captured
with high signal strength, whereas areas toward the periphery are exposed to lower intensity. This inherent
characteristic of antenna radiation patterns introduces non-uniformity in our sensing system, and activities
performed on segments with low radiation intensity may have low effects on amplitude and phase, even though
the trajectory of movement corresponds to the signal propagation path.

To mitigate such an effect, we introduce a depression angle to the placement of the transceiver array. As shown
in Fig. 7, a depression angle moves the center of the main lobe onto the skin and increases the overall signal
intensity on the skin. However, the change of the depression angle affects differently on different parts of the

Ap = ©)

Thttps://www.apple.com/am/apple-watch-ultra-2/specs/
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skin. With a depression angle 6, the centerline of main lobe falls on the skin surface at a distance xp;;, = h/tan 6.
As the angle 0 becomes larger, the change of intensity at a fixed position x; on skin is non-monotonic, with the
intensity increasing when x; > xp1, and decreasing when x; < xpr.

Although the radiation pattern can be calculated for an ideal antenna, factors including mutual coupling and
packing make the real-world patterns deviate significantly from the theoretical values, and their characterization
relies highly on experiments [1]. Based on the analysis above, we design a preliminary experiment to find the
optimal depression angle for our system. An ideal placement should be optimized on two aspects: the signal’s
sensitivity to on-skin objects, and its response to minor skin deformations. Thus, we design a two-step preliminary
study. We mount the radar on a wristband worn by the user, with a set of holders providing a fixed 14 mm height,
and depression angles from 0° to 20° with a 4° interval. A calibrated capacitive force sensor is attached to the
user’s fingertip to monitor the touch force in real time. We then ask the user to (1) place his finger gently on
the skin, and (2) apply a force of 1 N on the skin. With the typical length of human forearm being 21 to 27 cm
[30], we set the maximum effective range of our system to 18 cm to ensure a high usability across populations.
Therefore, for all six depression angles, the process is repeated at positions of 3 cm and 18 cm from the radar
for 10 times each, representing the closest and farthest effective range for our proposed system. Specifically, we
focus on two metrics as the performance indicator: The change of amplitude in process (1), and the change of
phase in process (2), which correspond to the above-mentioned aspects.

Results plotted in Fig. 8 show that during the change of depression angles, the closer boundary of the effective
range always shows a more significant response than the farther boundary. This allows us to focus on the
farther boundary only when picking the best depression angle. For the farther boundary at 18 cm, both metrics
achieve the best performance at § = 8°. Therefore, such a placement is adopted for the rest of our study. To
reliably maintain such a positioning, we mount the mmWave sensor on the wrist with a customized holder and
double-sided strip, with the hardware prototype shown in Fig. 9.

—7A— Phase at 3cm 24
—/-+ Phase at 18 cm
30 1 —o— Amplitude at 3 cm

—G - Amplitude at 18 cm

F22

3 251 k20
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g 20
L 16
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0 a 8 12 16 20
Depression Angle (°)
Fig. 8. Amplitude and phase at different angles. Fig. 9. EpiPad hardware prototype.

5 EpiPad SENSING SCHEMES
5.1 Touch Force Modeling and Feature Extraction

The generation of fingertip forces is a subtle process involving minor deformations, primarily captured in the
phase signal of mmWave sensors. With phase signals being highly sensitive to noise and irrelevant movements,
it is important to understand the force generation process and extract the most relevant signals for force level
prediction.
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According to the Kelvin—Voigt material model, the mechanical model of on-skin vertical contact can be
simplified as a combination of an elastic spring and a viscous dashpot connected in parallel, as shown in Fig.
10a. The contact surface can be abstracted as a rigid object with mass m, supported by a spring of constant k
and a damper of damping coefficient ¢, both with negligible mass. Previous works have analyzed the movement
characteristics of the system under the assumption that the finger-skin contact is a transient process, and further
utilized the vibrations after the finger has left the skin surface [7, 80]. However, such an analysis cannot be
generalized to our system. With on-skin input gestures easily lasting for seconds, the transient contact assumption
is no longer valid. Moreover, an intolerable input delay would also occur if the post-contact response were used
for our recognition.

Finger
| m tissue
F |
kg Cs Arm
tissue
(a) Traditional model. (b) Proposed model for the holding stage.

Fig. 10. Physical model of on-skin contact.
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Fig. 11. Touch force and phase response during the on-skin touching process of S1: Finger arrival in air, S2: Finger pressing
down on the skin, S3: Finger holding on the skin, S4: Finger removing from the skin, S5: Finger departure in air. We exploit
patterns in S3 for our force level detection.

To understand the physical process where the finger establishes, remains, and releases contact with the skin,
we investigate the received phase signal in conjunction with the applied force collected by the force sensor. As
illustrated in Fig. 11, the on-skin touch process is divided into five stages based on the temporal patterns of these
two signals. During stages 1 and 5, the phase signal exhibits a large range of variation. However, the force sensor
reading remains near zero, indicating that the finger is not in contact with the skin. This phenomenon suggests
that the most substantial phase changes during the touching process are brought by the in-air motion of the
hand, which is not directly related to the applied touch force. Stages 2 and 4, characterized by rapid changes in
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the force signal, represent the moments of initial contact and final release, respectively. Although these stages
involve significant variations in the applied force, the phase signal follows a pattern similar to that observed in
the preceding and succeeding in-air stages. Consequently, although these two stages are most directly associated
with the on-skin forces, it is extremely challenging to isolate their phase signal without external references and
further utilize them for force-related predictions.

The observations above drive us to focus on stage 3, where the on-skin touch force remains stable. We mark
the start of this stage with the force’s first arrival at a stable level. With no change in external excitation in this
stage, we first look into the kinematic properties inherited from the previous stage 2. With the change of force
being rapid, we simplify the initial contact stage into movements under a constant external force Fy. Representing
the vertical displacement as x, we have the equation of motion as

2
ddx_t(zt) + csd);—(tt) + kox (), (6)
where m is the equivalent mass of the contacted skin, ¢; and ks are the damping coefficient and spring constant
of the skin, respectively. To homogenize the differential equation above, we switch to the coordinate of the new
equilibrium state, where k;x.q = Fy, and make the substitution y(t) = x(t) — xcq. The homogeneous equation for
y is derived as

F0=m

mij + ¢y + ksy = 0. (7)

For simplicity of expression, define the oscillation parameters of the skin {; (damping ratio), w,s (natural
frequency), and wy; (damped frequency) as

Cs ks [
{s = 2\/](?5_”1, Wnps = \/;, Ogds = Wpsf (1 — évsz) ®)

With initial conditions y(0) = —x.4, §(0) = 0, in the underdamping conditions (0 < {; < 1), the solution to Eq. 7
is given as

y(t) = _xeqe_m(cos(wdst) + Bsin(wgst)), ©)
where a = {swps, and f = a/wy;,. For the first time the system reaches the equilibrium state, we seek the smallest
solution #; € (0, r), satisfying

cos(wgsty) + Psin(wgsty) = 0. (10)

The equation above gives the time #; when stage 2 comes to an end and stage 3 starts. With the position x. fixed
for the start of stage 3, the velocity becomes the most important property that has a long-lasting influence on the
following movements. Therefore, we calculate the velocity at #;, which is also the initial velocity of stage 3:
. Fy 1
o1 =9y(t) = T ©ns ©XP —p- (- arctan(’E)) o Fp. (11)
S

With all other parameters being the intrinsic properties of the skin and underlying tissues, Eq. 11 shows
that the starting velocity of stage 3 is proportional to the applied force F;. Such a characterization establishes a
physical linkage between the touch force and the kinetic behavior during the sustained contact stage. Based on
such a finding, we further investigate the motion characteristics of stage 3. While the finger and skin remain in
contact, similar to the previous analysis, the magnitude of movement in this stage necessitates a reconsideration
of the mechanical model. In stage 2, the observed motion of the skin results primarily from the deformation
of the skin and subcutaneous layers, while deformation within the fingertip itself is minimal. In contrast, the
smaller vibration amplitude in stage 3 leads to comparable dynamic responses in both the fingertip and the skin.
To capture this behavior, we propose an updated mechanical model, as illustrated in Fig. 10b, where the fingertip
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tissues are represented by an additional spring—-damper pair connected to the existing system. By defining the
spring constant and damping coefficient of the fingertip as k¢ and cy, the equation of motion is given as

my’ +cey +key =0, (12)

where k. = ks + kf, cc = ¢s + cf, standing for the combined constant and coefficient of skin and fingertip,
respectively. With initial conditions y’(¢;) = 0 and y’(t;) = v1, we have the solution as

y'(t) =

U

——exp(—Lewne(t — 1)) sin(wac (t — 11)). (13)
dc

The combined oscillation parameters ¢, wp. and wy. are calculated similar to Eq. 8. This implies that although
stage 3 has no correspondence to any major body movements, it does perform the motion of an underdamped
oscillation, with the amplitude v, /wg4. directly influenced by the applied force.
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Fig. 12. Range of phase changes under different touch force levels.

To validate our model, we look into the change of phase when different forces are used for touching. Given
that body conditions, including skin stiffness and fat/muscle compositions, commonly lead to different skin
mechanical properties, we recruited eight participants with different body shapes and exercise habits, with body
mass index (BMI) ranging from 18.3 to 30.3. The participants performed gentle and heavy touch eight times
each on their left forearm at a distance of 9 cm from the radar. With the holding stage 3 manually identified, the
ranges of phase change during the whole pressing process and in the holding stage are each calculated. In Fig.
12, we can tell that within the same user, while the phase range in the whole process has minimal distinction
between different force levels, the range of phase vibration in stage 3 generates a more stable identifier for the
force applied.

This observation validates our proposed physical model and provides us with practical insights for mmWave
signal preprocessing. A straightforward approach to isolate force-related information would be to extract the
segment corresponding to stage 3 from the entire pressing sequence. However, this operation requires prior
knowledge of the equilibrium phase value, which is difficult to determine in real time. To address this limitation,
we seek an alternative indicator that can be derived directly from the observed signal. In our sensing context, the
optimization of a cropped window aims to achieve two objectives: first, to minimize the overall trend component,
distinguishing it from the in-air and initial pressing stages; and second, to maximize the signal variance, thereby
preserving the oscillatory features that characterize dynamics. This balance allows the retained segment to
emphasize the vibration-related information while avoiding the later holding stage, where oscillation has become
minimal due to damping. According to these two targets, we propose our own indicator to detect the optimal
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Algorithm 1 Window Extraction for Force Prediction

Require: mmWave amplitude A(r, t) phase ¢(r,t) over time ¢ and range bins r, sample interval
Ensure: Cropped time window W for fingertip force prediction
1: if new pressing detected in window [t, t;] then
2. ref_bin « find_max_variance_bin(A[ty, t1]) // Phase data preprocessing
3 §r(t) « Plref_bin]
4 ¢p (1) « lowpass_filter(¢)
5 Istart <— find_maX_time(l(]éfrl)
6: b Istart
7. whilet < t; do
8
9

dw — Pt :t + WINDOW_LENGTH] // Indicator calculation based on Eq. 14
: trend «— ¢w[—-1] — pw[0]
10: range < Max(¢w) — Min(¢w)
11 Indicator[t] « Abs(trend/range)
12: if t > tgart + 2ts then
13: if Indicator[t] > Indicator[t — t5| < Indicator[t — 2t;] then
14: return [t,t + WINDOW_LENGTH)] // Window selection
15: end if
16: end if
17: P —1t+1i

18:  end while
19:  return [t,t; + WINDOW_LENGTH]
20: end if

window location. For the phase signal in a cropped time window ¢y, the indicator I is calculated as

_|__¢wl=11 = dwlo]
Max(¢pw) — Min(¢pw) |’

Such an indicator can be interpreted as the absolute value of a min-max normalized trend, falling in the range of
[0, 1]. A favored time window containing the damped oscillation period will achieve a low value approximating 0
on this indicator, whereas windows containing a rapid fall or invariant signal will yield a value near 1. Algorithm
1 explains how the indicator is used to complete the cropping process. The algorithm starts after a pressing
activity is detected within a larger time window. As shown in lines 2 to 5, a preprocessing is first performed on
the phase data. To decide on a single range bin as the reference for cropping, the variance of amplitude along
time is calculated. The range bin with the largest variance represents where the majority of finger reflection
is distributed, and the phase signal from it is further used as the reference. To reduce the influence of outlier
readings, a low-pass Butterworth filter is applied to the phase signal. Before the start of window selection, it is
important to note that phase fluctuations before the pressing process can possibly introduce local minima on the
indicator and further lead to a wrong window being selected. Therefore, to prevent this from happening, we start
the window selection process after the input activity has been started. This is achieved by calculating the change
rate of the phase. The maximum absolute value in the change rate corresponds to the fastest movement of fingers
in the touch process, which typically appears in mid-air. Therefore, we can reliably assume that the holding stage
will not start before this point, and that the change of phase values is dominated by finger movements and skin
deformations thereafter.

(14)
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After such a start point is determined, we apply fixed-length sliding windows to the phase signal, and the
indicator I is calculated for the windows at each position, corresponding to algorithm lines 7 to 10. Line 11 and
below further explain the window selection process. According to the previous analysis, the indicator of our
preferred window should yield a local minimum over time. With possible interference already removed, the first
window with a local minimum is adopted. Fig. 13 shows a sample window cropped with our extraction algorithm.
It demonstrates that our method is successful in isolating the oscillation signal from the in-air and initial pressing
stages, and increases its presence after a normalization transformation.
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Fig. 13. Feature extraction example with 600 ms window length.

5.2 Multi-finger Sensing Principles

Single Finger

Fig. 14. Single- and double-finger reflection diagram.

Common on-skin multi-finger input gestures, including sliding and tapping, are typically performed with
the fingers held close together and oriented sideways relative to the wrist and elbow. With our sensor system
mounted on the wrist, this configuration introduces a sensing challenge. While mmWave possesses a penetration
ability, the depth is limited to the sub-millimeter range for epidermis and dermis layers [2]. Consequently, when
the fingers are positioned such that the mmWave sensor views them entirely from the side, the system will
receive no reflected waves from the farther finger, making multi-finger gestures barely detectable.

We address this issue with our multi-antenna setup, which provides an intrinsic spatial diversity. With receiving
antennas placed at different locations, it is ensured that at least one receiving antenna has an oblique line of
sight to the fingers. However, the mere reception of a reflected signal does not guarantee that individual fingers
can be distinguished. mmWave’s ability to resolve multiple reflectors is fundamentally constrained by its range
resolution, which depends solely on the signal bandwidth. Working on a 5.5 GHz bandwidth, our system reaches a
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resolution of 2.73 cm, which is superior among mmWave sensors. Nevertheless, during synchronous gestures, the
fingers often move with only millimeter-level separations. This spacing is substantially smaller than the sensor’s
resolution limit, making it exceedingly difficult for conventional object detection algorithms to distinguish the
presence of multiple fingers.

Such a physical limit makes us change our perspective on the presence of multiple fingers. From the view of
mmWave signals, the introduction of additional fingers does not bring additional targets to recognize; instead,
reflections of the two fingers are mixed, leading to them being detected as a single object with a different shape.
For simplicity, we approximate a single finger as a cylinder, and the combination of two fingers can be modeled
as an elliptical cylinder with the same width, and the schematics for one and two-finger sensing can be illustrated
as Fig. 14.

The change of the equivalent shape brings two differences for mmWave sensors. First, the cross-sectional area
increases when additional fingers are involved, leading to a larger amplitude of the received peak. Second, the
span of the object in space is enlarged, corresponding to a wider peak across different range bins. With the natural
shape of the forearm having a relatively large aspect ratio, the angle-of-arrival is typically small. In such cases,
the change in cross-sectional area is relatively small, with noise and random variations possibly suppressing the
difference. We plot a range-reflection plot with single and double fingers at three different positions on skin in
Fig. 15, and the energy distribution confirms our analysis that the spatial expansion of the reflection peak serves
as a more stable criterion for multi-finger detection.
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Fig. 15. Range-reflection plot for single- and double-finger on skin.

5.3 Input Recognition Pipeline

Our prediction framework consists of three complementary tasks: (1) force-decoupled gesture recognition, (2)
force levels estimation, and (3) two-dimensional finger tracking. Each task is characterized by distinct signal
features. Gesture recognition, independent of applied force, primarily relies on the temporal patterns of reflected
amplitude signals. Force level prediction, in contrast, is governed by the temporal variations of the phase signal
and requires appropriate window selection in advance to isolate force-related segments. Finger tracking depends
less on temporal dynamics and more on the transient spatial distribution of signal energy across range bins and
radar receiving channels. Given the distinct signal patterns, different signal processing procedures and machine
learning models are deployed to complete the three tasks.

5.3.1 Signal Preprocessing. The raw IF signal is composed of reflections of different objects at the corresponding
distances. Among them, the static body parts and background objects generate significant responses irrelevant to
our interaction activities, and increase the influence of the environment and cross-user distinctions. Therefore,
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to extract the patterns of the input activities, we deploy a two-fold approach on the calculated amplitude. First,
with most interference from the background environment coming from farther distances, we drop the range
bins where a legal input gesture will not be performed. With our bin width being 2.73 cm and the effective range
being 3 to 18 cm, we keep only range bins 1 to 7 for further processing and prediction input. Second, with most
irrelevant body parts being relatively static and contributing a near-invariant reflection amplitude, we remove
them by using the first 10 ms of data when the device is first powered as a reference signal, and deduct the mean
value of amplitude from the following signals.

The phase signal, however, has a different nature of changes. Being highly sensitive to subtle deformations,
the slight but continuous change of limb positions can easily cause a drift in the phase signals, and eventually
bring a noticeable deviation from the initial values. Therefore, on top of the removal of irrelevant range bins, for
each time window used for prediction, we align the starting value of phase from each receiving antenna and
range bin to [0, 27r) and unwrap the following phase values in accordance with these starting values. With the
continuous drift being minor compared to phase shifts caused by movements, this approach avoids the use of
inaccurate absolute values but keeps the two patterns we expect the phase signal to provide: the changing trend
within a time window, corresponding to the skin deformations, and the relative values across antennas, which
reflect the angular distribution of the fingers.

5.3.2 Data Preparation. The preprocessed amplitude and phase are combined differently for different prediction
tasks. Among the force-decoupled gestures, single-finger, synchronous, and asynchronous double-finger gestures
all involve macro movements of the hand, and consequently have their patterns in the reflected amplitude.
However, the emphasis of recognition is different. For the first two tasks, we focus on the detection of finger(s)’
arrival to and departure from the skin, which lasts for a relatively short time and may be repeatedly performed in
a short period. Asynchronous gestures, in contrast, take a significantly longer time to complete. Therefore, we
use two time frames simultaneously: a 1-second time frame consisting of the amplitude for accurate and timely
detection of single and synchronous gestures, and a 3-second time frame for a stable recognition of asynchronous
gestures.

Force level recognition, as discussed previously, requires a cropping based on the input recognition results.
Although primary clues of force levels are represented in phase signals, amplitude channels act as important
references for the importance of different range bins. Thus, both amplitude and phase channels are used for the
detection of force levels, with the influence of window length further discussed in the evaluation sections. Finally,
the finger tracking is achieved by estimating the transient position of the finger(s) within a small time period.
With the signals’ development over time being unimportant, we take the amplitude and phase channels and
calculate their average along time in a small 200 ms time window. This preserves the signal’s energy distribution
across the space and increases the system’s robustness to transient error values.

To avoid model overfitting and expand the scale of our data, we implement two data augmentation techniques.
(1) Amplitude jittering. The samples used for training are multiplied by random factors ranging from 0.95 to
1.05. This approach helps the model adapt to different hand sizes and finger diameters, as well as increase its
robustness to noise. (2) Random time shift. The training samples involving time windows are shifted along the
time axis with a time -200 to 200 ms, with the vacant period filled with Gaussian noise centered at the ending or
starting value. This prevents the model from fitting to the time when the gesture is performed in a time frame.

5.3.3 Deep Learning Models. An important consideration in our deep model design is the ability to support
few-shot learning. Unlike contact-based sensing methods, mmWave sensors capture reflections from the entire
space above the arm, making the received signals sensitive to variations in hand postures. As is previously
illustrated in Fig. 12, different users exhibit distinct thresholds for heavy-touch activities. In addition, users
vary in touch behavior, such as whether they use the fingertip or finger pad, their hand orientation, finger-skin
contact angle, and rotation axis. These inter-user differences introduce overlap between gesture categories and
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Fig. 16. EpiPad model structure and prediction workflow.

significantly constrain the generalizability of a universal cross-user model. To address this challenge, we aim to
design models capable of adapting effectively with only a small amount of user-specific data. This requirement
precludes the use of transformer-based architectures, which typically demand large datasets to achieve stable
convergence. Instead, we adopt lightweight RNN- and CNN-based models with a limited number of layers and
parameters, which enable efficient fine-tuning for individual users while maintaining a high adaptability.

According to the different feature dependencies for our tasks, we deploy and train separate deep learning
models for each task to ensure optimal feature extraction and task-specific performance, with the structures
shown in Fig. 16. For signals related to temporal patterns, we adopt a hybrid model for classification. The signal
patterns are extracted through a parallel LSTM-FCN structure with two LSTM layers with hidden sizes of 128
and 64, and three one-dimensional convolutional layers. The two parallel branches are capable of handling
different types of signal patterns, with LSTM possessing the ability to memorize long-term temporal patterns,
and convolution layers excelling in handling local information. The outputs of the two individual branches are
concatenated and passed to a multilayer perceptron (MLP) composed of fully connected layers, which maps
the features extracted to the prediction values of gestures or force. With the hybrid model perceiving both
the temporal changes and local patterns, such a structure has shown an elevated performance for time series
classification tasks [34].

For finger tracking tasks, we aim to predict the transient position utilizing a short time period, where the
finger’s position is approximated as static. Although traditional algorithms can determine the positions of a
detected object, we still utilized a machine learning approach for two reasons. First, due to the difference in size,
the majority of reflection during input will come from the palm, instead of the finger(s) on the skin, making
the contact position cannot be directly calculated. Second, DFT-based algorithms cannot distinguish a spacing
smaller than the sensor’s range resolution, yet there can still be clues in the energy distribution across range bins
and antennas. Therefore, with temporal information eliminated in this process, we abandon the RNN layers in
the model and instead apply a residual CNN to form a deeper but still lightweight network to detect minor clues
in energy distribution and phase variation.
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6 EXPERIMENT SETUP
6.1 Participants

To evaluate the performance of our proposed system on various subjects, we conducted a user study approved by
our Institutional Review Board (IRB). We recruited 20 participants, including 14 males and 6 females, with ages
22 to 35 (mean=25.4, SD=2.9). The participants vary in height (157 to 184 cm, mean=172 cm, SD=7.5 cm), weight
(46 to 91 kg, mean=68.6 kg, SD=12.4 kg), and wrist circumference (14.3 to 17.3 cm, mean=15.7 cm, SD=1.19 cm),
ensuring a diversity in body dimensions as well as the properties of skin and subcutaneous tissue. For their past
experience with smartwatches and smart wristbands, 9 of the participants report that they wear them very often,
5 report that they used to wear them but not often, and 6 report that they have rarely or never worn them. Each
participant spent approximately 1.5 hours on the study and received a 20 USD gift card as compensation.

6.2 Data Collection Procedures

During our data collection process, the participants were seated in front of a table. With our proposed gestures
simple enough to be performed easily with either hand, all participants were instructed to use their left forearm
as the input surface and perform input gestures with their right hand. To do this comfortably, they were asked to
rest their left forearm in a natural position on the table, with the angle between the upper arm and the forearm
being approximately 90 degrees.

For each study, the participants were asked to wear our customized wristband with mmWave sensors comfort-
ably on their wrist, with the mmWave transceivers facing the forearm. Our data collection board is connected to
a laptop with an Intel Core i7-13620H CPU via USB for power, signal emission control, and real-time raw data
transmission. To provide a simple reference of the locations, we used numbered stickers to label an 11 X 5 grid on
the back of the forearm, with the grid size being 15 X 10 mm. The researcher gave verbal instructions across all
data collection sessions, and participants were given at least 1 practice session before the collection started.

The collection process can be divided into two parts: (1) single-finger and double-finger synchronous gestures,
and (2) double-finger asynchronous gestures. For the first part, participants were asked to complete four different
pressing activities: single-finger gentle pressing, single-finger hard pressing, double-finger gentle pressing, and
double-finger hard pressing. Data collection of this part was made up of eight sessions, each of which consisted of
55 six-second cycles of press-hold-remove-rest. Each touching method was performed 2 times on all 55 locations,
with all the methods and locations randomized throughout the eight sessions. For the second part, participants
were asked to perform four gestures, including rotating clockwise/counterclockwise and zooming in/out with the
index and middle fingers. The gestures were repeated at a 3-second interval, with participants free to choose the
position within the grid space. A session in this part contained 15 repetitions of each of the four asynchronous
gestures, organized in a random order. With four sessions performed, each participant completed 60 repetitions
of the four asynchronous gestures. After all 12 data collection sessions, the participants completed a brief survey
on their experience with our proposed gestures. Following such a procedure, a total of 56 minutes of data were
collected from each participant, resulting in 18.7 hours of data from all 20 participants. In the following data
review process, 1.7 minutes of data, where the participants failed to conduct the correct activities, were excluded
from our dataset.

6.3 Training Settings

To comprehensively evaluate the performance of our system and its transferability to unseen users, we adopt
three different training schemes. (1) Random Splitting. The data collected for all 20 participants is randomly split
on an 80-20 ratio for training and testing. (2) Leave-one-out (LOO). One of the participants is excluded from the
training dataset, with the trained model evaluated on the unseen user. The process is repeated for all participants.
(3) User-specific calibration. Based on the LOO models, a fine-tune process is performed using a small dataset
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from the unseen users. For all classification models, cross-entropy loss (CE) is used for model training, and for
the 2-D tracking model, mean squared error loss (MSE) is adopted. All trainings are completed on an NVIDIA
A6000 GPU with 48 GB of memory. We report the evaluation results of our three complementary tasks identified
in Sec. 5.3.

7 EVALUATION
7.1 Force-decoupled Gesture Recognition

The force-decoupled gestures in our system include single-finger gestures, double-finger synchronous gestures,
and double-finger asynchronous gestures. Figure 17a and 17b present the system’s normalized prediction results
on a randomly split dataset and under leave-one-out user evaluation, respectively. While the model achieves
an average accuracy of 94.1% on the entire dataset, its performance drops drastically to 56.7% when evaluated
on unseen users. As indicated by the confusion matrices, this reduction in accuracy arises primarily from
misclassifications related to the number of fingers and confusions within asynchronous gestures. These confusions

X 0.02 0.01 0.03 x> 0.36 0.02 0.02 0.00 0.01 0.02 0.09 0.00 0.00 0.07
& & S
& & \vz,&
X X
c}‘\g & 0.01 0.01 0.02 {;)\(\Q 0(5\40'45 0.43 0.03 0.00 0.01 0.01 0.00 0.07 {;)\(\Q & 0.01 0.01 0.04
A0 A0 A0
S e 0.01 0.00 0.03 % @ 1000 0.01 K3 0.00 0.00 0.01 0.01 0.06 % e qo 0.02 0.01 0.06
OO o OO ) OO o
& & &
= < & 0.01 0.01 0.00 = < & 40.03 0.05 0.02 0.35 0.44 0.01 0.09 0.01 = < (14\ 40. 0.00 0.00 0.00
g 5 g 5 g 5
< & 0.00 0.00 < ¥ {002 006 0.01 0.14 042 027 007 0.02| T & {000 0.01 0.00 0.00 0.01
zél zél z('c
Q\é,’o‘l \(\40.00 0.01 0.01 0.01 Q\d{b" \(\40.00 0.08 0.03 0.12 0.15 0.14 0.00 Q\d{b" \(\40.00 0.00 0.00 0.01 0.02
&
" " 2
\)&40.00 0.00 0.00 0.00 0\)&40.01 0.04 0.00 0.10 0.14 0.17 0.02 O\)&40.00 0.01 0.00 0.01 0.01
O
& & &
49 b\Q,<0.02 0.01 0.02 0.00 0.02 0.00 19 b\Q,<0.01 0.03 0.01 0.00 0.00 0.00 0.01 19 b\9,40.01 0.02 0.01 0.00 0.00
N T T T T T T T N T T T T T T T N T T T T T
N & N
/\o\p\ /\o\’&@s\e e,(‘$ (/dA @\Q QS /\0\)& /\o"&@s\e e,(’$ (1(§ @\Q o /\0\)& /\o"&(oée e,(§ (zéA @\Q o
e e & & & 190 $ e e & & & 4,00 $ e e ¢ & & 4,00 N
& S & 2 & S 2 & S 2
P < P < P <
Predicted Predicted Predicted
(a) Random split. (b) Leave-one-out validation. (c) Calibrated.

Fig. 17. Confusion matrices for force-decoupled gesture recognition.

Fig. 18. Calibration points distribution (Selected points highlighted in red).
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Fig. 19. Change of calibration performance with user-specific data amount.

come from several sources of inter-user variability. In finger number recognition, differences in finger thickness,
separation distance, and angular relation during double-finger gestures introduce substantial mismatches between
the pre-trained model and new users. For asynchronous gestures, variations in the way of the fingers’ movements
can markedly alter the IF signal patterns. For example, different users perform rotation inputs with distinct rotation
axes. In such cases, the distance of the detected object may even change reversely depending on individual user
habits, further complicating cross-user generalization. Such a performance degradation verifies our assumption
that a user-specific calibration is required.

To address the inter-user variability observed, we develop a calibration process that adapts the model to
individual user habits. To ensure a balanced dataset for single and synchronous gesture calibration, we select an
equal number of pressing samples from our four categories: single-finger gentle, single-finger heavy, double-finger
gentle, and double-finger heavy. For ease of implementation, the calibration process follows a predefined spatial
distribution for the selected touch points, as shown in Fig. 18. This design serves two key purposes. First, the
points are positioned along the center lines and edges of the effective sensing range, as well as at their midpoints
and quarter points, reducing the difficulty of accurate positioning for users in real applications. Second, this
configuration provides comprehensive spatial coverage across the input area, ensuring that the calibration data
include sufficient references for edge conditions and boundary behaviors. For the calibration of asynchronous
gestures, we select the same number of samples from each gesture.

We fine-tune the pre-trained leave-one-out models on the selected datasets of the unseen users. The change
in average prediction accuracy versus the number of selected points and gestures is illustrated in Fig. 19. The
figure shows that the accuracy of both models rises significantly after the fine-tuning process and reaches an
accuracy near the random-splitting prediction. We observe that the accuracy of the two models shows only a
minor increase after 9 points and 6 samples per gesture, respectively. This corresponds to 3 minutes 54 seconds of
time in our data collection procedures. The combined gesture recognition result is presented in Fig. 17¢, reaching
a 92.8 % overall accuracy across all users and gestures. Such a calibration approach reduces the performance
degradation for new users to 1.3%.

7.2 Force Level Detection

We evaluate our system’s ability to identify pressing activities performed at different force levels, as well as the
effectiveness of our proposed feature extraction algorithm. Fig. 20 shows the force detection accuracy using the
uncropped window and the cropped window of different lengths with our proposed processing algorithm. Figures
20a and 20b correspond to the performance in random splitting and the average in leave-one-out validation. We
can see that the performances in random splitting and leave-one-out conditions are hardly satisfying, with the
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Fig. 21. Increase in force recognition accuracy across users.

accuracy with uncropped samples being 72.3% and 57.4%, and the maximum accuracy with processed time frames
being 75.2% and 61.8%, for the two conditions, respectively. Such a low recognition performance can be caused by
two reasons. First, with heavy and gentle being subjective criteria, different users may adopt different thresholds
to distinguish the force levels in a touch, resulting in contacts with a similar force being labeled differently for
different users. In addition, different users possess different physical properties for their forearm skin, reflected
as a diversity in the oscillation parameters in Eq. 13. These factors prevent the accurate detection of force levels
without user-specific information.

Therefore, we investigate whether a calibration process can bring enough information for the model to work
for a specific user. Using the selected samples for single and synchronous gesture recognition, the accuracy with
uncropped samples rises to 82.7%, and the maximum accuracy with cropped samples reaches 91.1%. With the
accuracy change against time window length shown in Fig. 20c, we adopt a window size of 600 ms to ensure a
high input quality and maintain a low recognition delay. Under such a setup, the accuracy of force recognition
becomes 90.2%, bringing a relative increase of 9.1% from the uncropped samples. Fig. 21 shows the accuracy of
force detection accuracy with cropped and uncropped samples for each participant, and proves that our proposed
feature extraction method has robust effectiveness across users.

With the body’s mechanical response of force being relevant to the physical properties of body tissues, we
study the relevance of force detection accuracy to the users’ body shape. Body mass index (BMI), calculated as
BMI = weight(kg) / height(m)?, provides an estimation of the amount of body tissue and partly reflects important
body conditions, including skin stiffness and muscle tensions. We plot the accuracy of each user with their
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Fig. 23. Finger tracking performance with calibration.

BMI in Fig. 22. In a correlation test, the two variables yield a Pearson coefficient r = 0.298, and a p-value
p =0.201 > 0.05. The result shows that our method adapts successfully to participants with different body shapes,
with the prediction accuracy having no significant variance towards BML

7.3 Finger Tracking

We assess the model’s performance on two-dimensional finger tracking during single-finger and synchronous
gestures. To quantify the error, we calculate the mean distance error (MDE) of the predictions, which is calculated
as

N
1 .
MDE=N; i =i Il - (15)

On the complete 20-user dataset, the system reaches an MDE of 8.8 mm and SD=7.6 mm. On leave-one-out
validation of unseen users, the error becomes 16.2 mm and SD=16.5 mm. This degradation is mainly caused by the
different landscapes of the forearms brought about by the different diameters of the limbs. With the calibration
process, the tracking performance is recovered to 10.2 mm with SD=8.7 mm. The cumulative distribution functions
(CDF) on both directions are illustrated in Fig. 23a, showing that the majority of predictions fall in a low-error
range.

To explore how the tracking precision changes with the input location, we calculate the average MDE across
users on all 55 grid points in our 11 X 5 grid, and illustrate them as a heatmap in Fig. 23b. Among all the grid
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points, the method reaches a minimum error of 7.0 mm and a maximum error of 14.0 mm. Generally, positions
close to the calibration points achieve an overall high precision, whereas the regions far from them demonstrate
a slightly worse performance.

7.4  Live Interaction Study

Given EpiPad’s satisfactory performance in offline evaluations, we implemented a real-time interactive prototype
to further examine the system’s behavior under practical input conditions. Real-time signal processing and
gesture recognition were performed on a laptop with an Intel i7-13620H CPU. To represent the scenario of
embedded system deployment, we used four CPU cores for model inference (no CUDA acceleration), with 2
GB RAM allocated. To approximate the visual constraints of commercial smartwatches, we used a 2-inch LCD
display with a resolution of 240 X 320 pixels (pixel pitch: 0.128 mm). The experiment setup is shown in Fig. 24.

(a) Reciprocal tapping (W = 20, D = 200). (b) Rotate and zoom (scale = 200%, angle = 60°).

Fig. 25. User interfaces for real-time input tasks.

7.4.1 Task Design. The study comprises two tasks that together exercise all dimensions of EpiPad’s input
recognition pipeline. In the first task, the display presents 13 positions marked with white circles evenly distributed
along a circular layout, as shown in Fig. 25a. Participants use single-finger gentle touch to move a red cursor from
a starting position to a target highlighted in light blue. The target is always positioned diametrically opposite the
starting position, with its distance D equal to the diameter of the circular arrangement. Upon reaching the target,
participants perform a double-finger heavy touch to select it, after which the selected position becomes the new
start position for the cursor. Target width W and moving distance D are manipulated as independent variables.
This reciprocal tapping task [64] ensures an extensive coverage of task difficulty, with smaller target size and
longer moving distance leading to larger difficulty, and vice versa. This setup offers two key advantages. First, it
closely mirrors a common pattern in everyday input, i.e., repeated move-and-select actions, thereby ensuring
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the task reflects realistic interaction demands. Second, by systematically varying W and D, it directly supports
rigorous, quantitative efficiency analysis using Fitts’ Law [48], enabling clear comparisons across conditions
and input techniques. In the second task, we covered multi-finger asynchronous gestures. Participants used
double-finger asynchronous inputs to rotate and zoom the display to match the prompted targets, as shown in Fig.
25b. The participants were allowed a +10% error for zooming and +5° error for rotation.

7.4.2  Comparison Methods. To better understand the efficiency of EpiPad relative to existing approaches, two
additional input methods were included for comparison in the first task. The first is a tilt cursor, which has
been widely proposed as a competitive option for precise target selection on smartwatches [25, 37, 66]. The
system was built using a WitMotion WT901 sensor?, where participants tilted their wrist to steer the cursor, with
cursor speed ranging from 0 to 320 pixels per second—the same range as EpiPad. The second method simulated a
commercial smartwatch touchscreen, where participants performed conventional finger dragging to move the
cursor and tapping to select the target directly on the display surface. Both comparison methods used the same
W and D combinations as EpiPad.

7.4.3  Participants and Procedure. We recruited 12 participants for this study. Each session followed a fixed order
of three phases for each input method. First, participants completed the calibration phase: they went through
EpiPad’s proposed calibration process (Section 7.1) before using EpiPad, while no calibration was required for the
tilt cursor and touchscreen methods. Second, participants entered an open-ended practice phase in which they
could spend unlimited time familiarizing themselves with the current input method and the task interfaces before
any formal data collection began. Third, participants completed the formal task phase: each participant completed
two repetitions of all task configurations for each input method. To cover a wide range of task difficulties, we
tested nine configurations with W = 10/20/40 pixels and D = 50/100/200 pixels in the first task. For the second
task (EpiPad only), we tested eight conditions combining zoom scales of 50% and 200% with rotation angles of
+30° and +60°. The movement time (MT) was automatically recorded for the first task, with the first target in
each configuration dropped for behavioral consistency.

7.4.4 Results. How well does EpiPad recognize gestures? Considering the inevitable noise and outliers in
real-time systems, an input was considered valid only when at least two of the most recent three predictions
agreed on the same outcome, which improved system stability. The recognition of force was enhanced similarly
by applying a +20 ms shift on the extracted window with 450 ms length. Under this criterion, the system achieved
arecall of 91.6% (TP/(TP + FN)) for input recognition in the reciprocal selection task, and a recall of 95.2% for
zooming and rotation gestures. Across all sessions, the observed false activation rate was 1.8%, showing a high
reliability of the recognition pipeline.

How much latency do users experience? To quantify system latency from user action to recognition, we
recorded interaction sessions using a webcam operating at 120 fps connected to the processing laptop. The
moment when the fingertip contacts the forearm was marked as the start of user input. For force-decoupled
gesture recognition, the system exhibited an average end-to-end delay of 90 ms, which falls within the commonly
accepted input latency range of 50-200 ms for commercial interactive devices [53]. Force recognition incurred a
longer delay of 470 ms due to the temporal window required by the feature extraction process. However, this
delay has a limited impact on user experience, as users naturally dwell longer during heavy-touch interactions,
with 84% of all heavy touches lasting longer than this delay in our offline data collection. Overall, these results
indicate that the proposed system achieves responsive and reliable performance suitable for real-time deployment.

How efficient is EpiPad compared to other input methods? To better understand the efficiency and
overhead of our proposed system, we adopt Fitts’ Law as a quantitative metric in our 2D reciprocal tapping task.
For the computation of the Fitts’ Law, we adopted the effective target width characterized by the distribution

Zhttps://witmotion-sensor.com/products/accelerometer-module-tilt-sensor-mpu9250-imu-for-arduino
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of user selection positions to reflect the actual utilization of target sizes, which is affected by user habits [47].
The effective target width is calculated as W, = 4.133 X SD, , where SD, is the standard deviation of the
selection coordinates along the axis of approach to the target. We further computed the index of difficulty
ID, =log,(D/W, + 1), throughput TP = ID,/MT, and the fitting parameters for the Fitts’ law MT =a + b - ID,.
We focus on six indicators that are commonly used: Movement time MT measures how long users take to move
the cursor from one target to another, directly reflecting the overall speed of the input system. Error rate ER
measures how often users miss the target, indicating how accurately and controllably the input system supports
precise pointing. Throughput TP combines speed and accuracy into a single measure, representing the overall
efficiency of the input system in performing pointing tasks. Intercept a captures the fixed overhead independent
of task difficulty. Slope b indicates how strongly movement time increases as tasks become more difficult, with a
smaller b implying better scalability and control. Lastly, the coefficient of determination R? indicates how well
user performance follows Fitts’ Law, with higher values suggesting stable, predictable, and well-behaved input
behavior. Among all these indicators, previous research shows that a can be unstable for real-world experiments,
while b and TP are relatively robust and serve as the primary indicators in Fitts’ Law studies [24, 82]. Results
from our experiment are summarized in Table 1.

Table 1. Fitts’ Law calculation and fitting results.

Input Method MT (s)| ER(%)] TP (bit/s)T a (ms/bit)| b (ms/bit)] R%7

Touchscreen  3.26 + 2.13 21.7 1.23+£0.59 —-34+1012 1037 +370 0.37+0.21
Tilt Cursor 3.27 £ 0.61 7.4 1.06 £ 0.27 147 £ 301 960 + 148  0.87 £ 0.06
EpiPad 2.82 +£0.81 6.5 1.29+0.26 382 £ 165 708 £116  0.81 £0.09

From the indicators, we observe that the conventional touchscreen interface yields performance characteristics
that deviate markedly from typical Fitts’ Law behavior, including abnormally large variance on most indicators, a
substantially high error rate of 21.7%, and a low goodness of fit (R?=0.37). This outcome arises primarily because,
when targets become extremely small, the fingertip fully occludes the target area, resulting in prolonged fine-
grained adjustments during the final selection phase. Such behavior has been shown to violate the assumptions
of Fitts’ Law in extra-small target acquisition on touchscreens [3]. In our study, target sizes range from 1.28
mm to 5.12 mm. Although this range is smaller than that typically used in standard Fitts’ Law evaluations, it is
both necessary and representative for smartwatch interaction scenarios. For example, a typical on-screen 26-key
keyboard on commercial smartwatches allocates a key width of approximately 3 mm. These results suggest that
while traditional touchscreen input remains intuitive, it is inherently limited for precise target acquisition and
fails to provide an effective interface for smartwatches.

With input operations decoupled from the screen, tilt cursor and EpiPad fit well (R*>0.8) to the Fitts’ Law
despite the small size of the targets. However, the tilt cursor requires the user to perform precise body control,
which brings a larger overhead than sliding and tapping. With other indicators at a similar level, EpiPad has
a more gentle slope (b=708<960), leading to a higher overall throughput (I'P=1.29>1.06), which serves as the
most comprehensive indicator of the input efficiency. Paired t-tests confirm the statistical difference on slope
(p < 0.05) and throughput (p < 0.05), thereby suggesting that EpiPad demonstrates a higher overall efficiency
and better scalability with task difficulty. Generally, such results from Fitts’ Law evaluation show that EpiPad
provides a more efficient input method on smartwatches compared to conventional touchscreens and tilt cursors.

7.5 Robustness Analysis

7.5.1 Calibration Consistency Across Days and Device Remounting. Remounting of devices is a common scenario
in real-world, long-term use and commonly limits the performance of wearable sensing techniques [28, 52]. To
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evaluate the robustness of our proposed system and calibration procedure under such conditions, we conducted a
follow-up study focusing on the performance impact of remounting. 10 participants from the original user study
were asked to repeat the same set of gestures on two additional days. To limit the extra data collection time, the
additional sessions contain performing the single-finger and synchronous gestures once on a 6 X 3 grid, which
covers the same area as the complete grid but doubles the interval, and performing each asynchronous gesture
10 times. To minimize learning effects and unintentional optimization of gesture execution, the additional data
collection sessions spanned three months from our initial experiment, and the order of gestures was randomized
within each added session. The calibrated models from the initial data collection were used for the evaluation of
the new dataset.

On the dataset collected on different days with device remounting, the calibrated models reach an average
performance of 91.1% accuracy for force-decoupled gesture recognition, 88.9% accuracy for force level detection,
and an MDE=11.3 mm for finger tracking. Despite the overall performance showing a minor degradation due to
the slight positional shift of the sensor and the variations in user habits, performance on all three dimensions
maintains a comparable level with the previously reported same-day calibration performance. The results show
that our one-time-per-user calibration protocol maintains a robust performance over time, and is sufficient for
long-term practical deployment. With such a calibration process integrated into the device setup process, the
proposed system can provide a reliable interface for precise input and multi-finger control, and further facilitate
applications like texting and map reading.

7.5.2  Finger Combinations for Multi-finger Input. Among double-finger input gestures, two finger combinations
are most commonly used in practice: thumb-index and index—middle. While our primary experiments focus
on the index—middle combination, we would like to examine whether the proposed system can generalize to
the thumb-index configuration. To this end, we conducted a supplementary study with 10 participants drawn
from the original user study. In this study, participants performed the same set of double-finger gestures using
the thumb-index combination, following the same experimental protocol as in the main study but with half the
number of repetitions.

We first evaluated the system using models calibrated on the previous index-middle finger combination.
Under this setting, performance degraded noticeably, achieving a gesture recognition accuracy of 70.3%, a force
recognition accuracy of 58.6%, and a position-tracking MDE of 16.0 mm. Such a degradation highlights the
differences in radar backscatter patterns for the two combinations. To address the problem, we subsequently redo
the calibration process by fine-tuning the pretrained models with data collected with the new finger combination.
Such an approach resulted in improved averages of 89.4%, 83.8%, and 12.6 mm for the three metrics, respectively.
Furthermore, we tried using the thumb-index dataset for both the pretraining and calibration process, which
further improved performance to 93.2%, 87.9%, and 11.5 mm. These results indicate that although the models
trained on the index-middle combination cannot directly transfer to other finger pairs, the proposed system can
achieve satisfactory performance with our proposed pretrain-calibration pipeline using combination-specific
data. This demonstrates the flexibility and strong generalizability of our approach to different user habits and
interaction styles.

7.5.3  Performance Under Motion. Our system is primarily designed for precise controls that need an augmented
interface in addition to the touchscreen. Although these inputs are typically performed in a near-static condition,
we still conduct a study to evaluate the system’s performance under motion. We asked five participants to
complete the simplified data procedure described in Section 7.5.1. During the performance of the gestures, the
participants walked slowly with their forearms held horizontally in front of the body. With the calibrated model
using previous data, the system reaches an accuracy of 90.6% on force-decoupled gesture recognition, 88.4% on
force level detection, and 13.1 mm MDE for finger tracking. We notice that while the finger tracking performance
degrades slightly due to the unstable positioning of sensors and inaccurate execution of touching gestures, other
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recognition dimensions achieve similar performance under the static condition. Overall, the system shows a
reasonably good resistance to the interference in motion.

7.5.4  Impact of Clothes. To investigate how clothing affects the performance of the sensor system, we conducted
a supplementary study with two participants. Each participant performed the same additional sessions as in the
remounting experiment, first wearing a skin-tight garment and then a long-sleeve jacket, as illustrated in Fig.
26. Both garments had an approximate thickness of 1 mm. With the skin-tight garment, the calibrated models
achieve reasonably good accuracies of 88.4% and 89.9% for gesture recognition and force detection, respectively,
and a finger-tracking precision of MDE = 11.2 mm with SD = 9.8 mm. However, when the participants wore the
jacket, the accuracies for the two tasks dropped to 72.3% and 63.2%, and the tracking performance degraded to
MDE = 18.5 mm with SD = 17.7 mm.

Ges Acc 88.4%, Force Acc 89.9%, MDE=11.2 mm Ges Acc 72.3%, Force Acc 63.2%, MDE=18.5 mm

Fig. 26. System performance on two types of clothes (a) skin-tight garment (b) loose jacket.

This contrast highlights the significant impact of clothing tightness on system performance. The skin-tight
garment largely follows the natural motion of the skin, introducing only minor interference in the mmWave IF
signals. In contrast, the loose-fitting jacket hovers above the skin and produces intermediate reflections from
its fabric surface, which moves independently through twisting and folding, thereby distorting the received
mmWave signals.

7.6 Usability Study

To better understand the user experience with our proposed gesture set, especially the influence of the additional
finger and the extra force, we conducted a post-study usability survey. We divided the gestures into four
categories according to the fingers involved and the force applied. The participants were asked to rate each
of the four categories on their prior familiarity ("I was already familiar with gestures in this category prior to
this experiment"), physical comfort ("I feel physically comfortable when performing gestures in this category"),
difficulty and efficiency ("It is easy and fast to perform gestures in this category”), and social acceptance ("I will
not feel uncomfortable or embarrassed to perform gestures in this category in public").

The response from the participants, on a 7-point Likert scale, is shown in Fig. 27. The result shows that
single-finger gentle and double-finger gentle inputs get a high rating on all four aspects, with single-finger gentle
gestures receiving the best response as the most basic form of input nowadays. Single-finger heavy gestures
fall slightly short on the physical comfort of performing compared with the previous two categories, but the
rating is still high and demonstrates high usability. Double-finger heavy gestures are rated as high on their social
acceptance, but provide a slightly degraded experience of prior familiarity, physical comfort, and the difficulty
and efficiency of performing. This is intuitive because, although force and multi-finger gestures have been widely
adopted in modern touchpads, introducing the two variations at the same time still brings more burden for
the users. Nevertheless, with the participants still giving overall positive ratings on the three aspects, such a
category can still be the candidate for less common commands, like the calling of a deep menu. In conclusion,
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these findings from the user survey validate our assumption that with multi-finger and force-sensitive inputs, an
on-skin touch-based interface can provide an input experience that enables abundant commands and meanwhile
maintaining a low learning cost.

[ Single-finger Gentle
=23 Double-finger Gentle
=1 Single-finger Heavy
=4 Double-finger Heavy

Prior Familiarity Physical Comfort  Difficulty & Efficiency  Social Acceptance
Survey Questions

Fig. 27. Usability study on the proposed gestures.

Apart from the users’ feedback on the input gestures, we would like to further investigate the overall user
experience on the deployed input system. Therefore, we conducted a survey based on the standard System
Usability Scale (SUS) [5] following the real-time user study. The SUS survey consists of ten statements, with
users providing ratings on a 5-point Likert scale, ranging from strongly disagree (1) to strongly agree (5). The
statements include SUS01: I think that I would like to use this system frequently. SUS02: I found the system
unnecessarily complex. SUS03: I thought the system was easy to use. SUS04: I think that I would need the support
of a technical person to be able to use this system. SUS05: I found the various functions in this system were well
integrated. SUS06: I thought there was too much inconsistency in this system. SUS07: I would imagine that most
people would learn to use this system very quickly. SUS08: I found the system very cumbersome to use. SUS09: I
felt very confident using the system. SUS10: I needed to learn a lot of things before I could get going with this
system. Responses from the 12 involved participants are illustrated in Fig. 28.

I Positive Indicators
[ Negative Indicators
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Fig. 28. System usability scale (SUS) score from the real-time evaluation.

We calculate the SUS score with the formula
SUS = 2.5(20 + %(SUS01, SUS03, SUS05, SUS07, SUS09) — %(SUS02, SUS04, SUS06, SUS08, SUS10)).

Our real-time input system gets an SUS score of 79. With the industry average for SUS being 68 [61], our system
shows a usability higher than most industrial approaches, and falls in a high 85% to 89% percentile range in
the SUS benchmarks [40]. Altogether, our usability study results show that EpiPad is built on a gesture set well
aligned with the user preferences, and provides an input system with high effectiveness and user satisfaction.
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7.7 Power Consumption

To evaluate the overhead of our sensing system, we measured the power consumption with a USB tester in
1-minute sessions. With the board’s MCU powered on and transceivers not working, the system consumes an
average power of 578 mW. And with transceivers working in our proposed condition, the power rises to 672
mW. This indicates a 94 mW power consumed by the working transceivers and data transmissions. With major
components on smartwatches like the screen consuming 200 to 300 mW, Such a power consumption is appropriate
as an embedded sensing technique.

8 RELATED WORK
8.1 Touch Force Estimation

Traditional approaches for fingertip force measurement typically involve engineering on the contact surface.
For wearable computing applications, common methods include using customized gloves with embedded force-
sensitive textiles [46, 92], or attaching force sensors to the surface where the contact may occur [68, 70, 85].
However, these additional contact-based sensors significantly interfere with the input experience and are imprac-
tical to deploy for a pervasive on-skin input scenario. Therefore, researchers explore the possibility of indirect
measurement of fingertip forces with other sensors. Deformations of the fingertip directly reflect the force applied,
yet existing work utilizing mmWave is sensitive to noise brought by surface deformations, and becomes limited
for on-skin activities [20]. Electromyogram (EMG), as a modality directly related to muscle activities, has been
widely explored for the prediction of forces. With multi-channel EMG previously proven to correlate well with
fingertip forces [14, 49, 50, 91], recent research shows that single-channel EMG collected from the wrist can
also indicate grip forces when augmented with IMU [75]. In addition, blood volume changes monitored by PPG
sensors [6, 17, 18] and muscle action noises [58] have also been used for the prediction of fingertip forces. While
these sensors can be easily wearable, they perceive the force applied using the wearing hand, and cannot be used
when the adjacent skin is used only as an input surface.

Instead of studying the body performing the touch, a limited number of studies focus on the contact surface
for the estimation of force. The deformation brought by pressing has a response on the internal IMU [22] and
Barometer [57, 67], and can be further utilized for the prediction of touch forces. However, these approaches
require the touch to be performed on the rigid surface of a device, and cannot be transferred to on-skin pressing
activities. Recently, HaloTouch [72] proposes a remote sensing technique with cameras. However, it relies on
the detection of the shift in fingertip-surface distance, which will be unstable on human soft tissues. EgoTouch
[51] provides a solution for on-skin touch force detection, yet it requires a camera from a top-down view, which
cannot be satisfied solely with a smartwatch. How on-skin touch force can be remotely estimated remains an
open question.

8.2 mmWave for Human Sensing

Millimeter-wave (mmWave) radar has emerged as a privacy-preserving and contactless sensing modality that
is robust to environmental factors such as lighting conditions. These properties make it a promising approach
for human-related sensing tasks. Prior research has predominantly focused on scenarios involving relatively
long sensing ranges, where human activities induce distinctive patterns in range profiles and range-Doppler
representations. Such patterns have enabled effective recognition of hand poses [36, 42, 44], facial expressions
and landmarks [31, 33, 62, 76], mid-air and body gestures [26, 29, 45, 79], and even whole-body reconstruction
[63, 78]. In these contexts, reflections are distributed across multiple range bins, allowing rich spatial-temporal
features to be extracted using advanced signal processing and machine learning techniques.

However, when the scope of activity goes smaller, most informative reflections become concentrated within a
small number of range bins. Consequently, this reduces the effectiveness of feature extraction methods that rely
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on broad spatial distributions. In such cases, phase signals within individual range bins offer superior sensitivity
to subtle surface deformations, enabling the detection of fine-grained activities such as eye motions [88] and vital
signals [71, 81, 83]. These works demonstrate the capability of mmWave radar to capture subtle on-body motions,
but they typically target passive monitoring scenarios and are susceptible to interference from unrelated body
movements encountered in daily activities.

To mitigate such interference, prior approaches often exploit the periodic nature of vital signals to separate
them from background motion [13, 23]. While effective for physiological monitoring, this strategy becomes less
applicable when large-scale movements coexist with non-periodic subtle deformations. As a result, although
mmWave radar is inherently sensitive to both large-scale and fine motions, jointly extracting and interpreting
these signals from the same target remains challenging. This limitation has constrained the use of mmWave
sensing for fine-grained, force-sensitive, and multi-contact input on the body, and motivated us to explore
mmWave sensing systems that can robustly capture complex on-skin interactions.

8.3 Augmented Input for Wrist-worn Devices

The limitation of screen size on smart wrist-worn devices has motivated researchers to develop augmented input
methods. Early research explored mechanical modifications to power more operations on the watch dial [74].
However, the extra structure is hard to accommodate in the already compact hardware setup. Additionally, an
ultrasonic-based approach brings the ability to tell which finger is being used to press on the screen [35], and
customization of the watch bezel allows multiple fingers to be recognized on the bezel [60]. Yet these trials do not
get rid of the limitation of the screen size, and consequently make the input experience somewhat cumbersome.
Instead, more studies have focused on sensing techniques to remove the need for on-device interactions. Among
them, a number of researchers have designed input protocols utilizing hand gestures of the wearing hand. Such
recognitions have been proven feasible with photoplethysmogram (PPG) sensors [66, 89], inertial measurement
unit (IMU) [8, 69, 93], acoustic signals [32, 77, 86], force sensors [15], and electromagnetic induction [56]. While
the flexibility of hands provides a large gesture set for interactions, research has also shown that not all self-defined
gestures are friendly to users in terms of memorability, comfort, and social acceptance [4, 21].

To address this issue, researchers look into contact-based interactions performed with the other hand, which
provide a higher prior familiarity and have human skin as an accessible input surface. In such a scenario,
challenges lie in the diversity of input gestures. Early research used optical solutions to detect on-skin touch
activities directly adjacent to the watch [38, 54], yet the number of input commands remains constrained. To
support a larger interface, a popular approach is to leverage the body landmarks, including finger knuckles and
the complex anatomy of the hand [7, 9, 11, 84, 87], which generate differentiated signals when tapping at different
positions. Nevertheless, with only tapping activities supported at certain positions on the hand, the freedom
of operation is still limited, with complex input commands needing to be encoded. RadarHand combines the
natural distinction of hand knuckles and the flexibility of self-defined gestures [27], but in return still possesses a
learning cost that cannot be ignored.

A higher level of freedom for on-body input involves finger tracking. LumiWatch utilized visible light projection
and vision-based depth sensing [73], achieving the ability of sliding direction recognition. Alternatively, SkinTrack
used the electrical signal generated by a high-frequency power source worn on the finger [90], which has the
ability for continuous position tracking yet requires additional devices that cannot be embedded into smartwatches.
Therefore, an accurate approach for on-skin finger tracking with only wrist-worn sensors is still in need.

Our research gains inspiration from the above-mentioned works, and strives to provide a user-friendly interface
with diverse gestures. We compare our work with existing on-skin input methods for smartwatches in Table 2.
With the ability of multi-finger and force-sensitive sensing, our work allows users to seamlessly transfer their
input habits on trackpads to small-screen wearables like smartwatches.
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Table 2. On-skin input methods for smartwatches.

Related Works Modality Privacy  Familiarity =~ Continuous Tracking  Multi-Finger ~ Force Touch
WatchSense [65] Vision X v v v X
Skinput [28], PUB [43] Acoustic v v X X X
Taprint [7], ViType [9], IDial [87] MU v v X X X
ViWatch [11], ViBand [39] IMU v X X X X
TapSkin [84] IMU + Acoustic v N X X X
SkinTrack [90] Electrical Wave v v v X X
LumiWatch [73], SenSkin [55] Infrared X v v X X
RadarHand [27] mmWave v X X X X
EpiPad mmWave v v v v 4

9 CONCLUSION AND FUTURE WORK

In this paper, we present EpiPad, which is the first to enable multi-finger and force-sensitive input for smartwatches
through mmWave-enabled on-skin touch interfaces. Through our proposed feature extraction strategy and the
use of compact deep learning models, we demonstrated that mmWave signals can effectively recognize single-
and multi-finger gestures on the forearm, while also estimating touch force levels. The system exhibits strong
cross-user adaptability, requiring only a short one-time calibration to achieve robust performance for unseen
users. Results from our user survey further indicate that EpiPad delivers an interaction experience comparable to
traditional touchpads, offering intuitive, diverse, and low-effort control. With its compact single-input multiple-
output (SIMO) antenna array design, the system can be seamlessly integrated into smartwatch bezels, showing
great promise for practical deployment in everyday wearable interfaces.

Looking forward, several directions can further advance EpiPad. In terms of the system design, the current
mmWave transceiver placement, although compatible with the dimensions of popular off-the-shelf products,
requires a 14 mm elevation from the skin. To accommodate smartwatches with thinner cases, beam-forming
techniques on customized hardware with multiple transmitters could increase the sensing SNR, thereby achieving
a higher recognition performance at a lower transceiver position. Besides, our experiment has not exhaustively
tested the system under all body gestures. Although we do not observe noticeable performance degradation
brought by natural body movements thanks to our preprocessing procedures, more validation will help verify its
usability under different body conditions. Another promising avenue is to explore the adaptability of mmWave
sensing under different textile obstructions. Incorporating advanced noise suppression and feature extraction
techniques could possibly enhance robustness against clothing covering the sensing area.

The user experience of EpiPad can also be improved and further assessed in the future. As a one-time process,
our calibration procedures may be combined with the new device setup process. Potential design of interaction
games can also be explored to deliver the calibration gestures in a recreational way. Moreover, long-term user
studies will help assess the system’s sustained usability and social acceptance across diverse real-world contexts,
paving the way toward practical, on-skin mmWave-based interaction.
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